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Motor: Asynchronous Python driver for Tornado and MongoDB

[image: _images/motor.png]

关于

Motor presents a Tornado [http://tornadoweb.org/] callback- or Future-based API for non-blocking access
to MongoDB. The source is on GitHub [https://github.com/mongodb/motor] and
the docs are on ReadTheDocs [http://motor.readthedocs.org/].


“Motor uses a clever greenlet-based approach to fully support both
synchronous and asynchronous interfaces from a single codebase. It’s great
to see companies like 10gen produce first-party asynchronous drivers for
their products.”

Ben Darnell, Tornado maintainer




安装:

$ pip install motor



Post questions about Motor to the
mongodb-user list on Google Groups [https://groups.google.com/forum/?fromgroups#!forum/mongodb-user].
For confirmed issues or feature requests, open a case in
Jira [http://jira.mongodb.org] in the “MOTOR” project.
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Motor 和 PyMongo 的区别


主要的区别


创建一个连接(connection)

PyMongo的 MongoClient [http://api.mongodb.org/python/current/api/pymongo/mongo_client.html#pymongo.mongo_client.MongoClient] 和
MongoReplicaSetClient [http://api.mongodb.org/python/current/api/pymongo/mongo_replica_set_client.html#pymongo.mongo_replica_set_client.MongoReplicaSetClient] 构造函数阻塞(block)直到它们创建了与MongoDB的连接. 然而
MotorClient 或 MotorReplicaSetClient 是独立创建的. 在接受请求(requests)之前, 必须在Tornado web应用程序的开头调用
open_sync() :

import motor
client = motor.MotorClient().open_sync()





一旦应用程序运行后马上使连接异步, 要调用 open():

def opened(client, error):
    if error:
        print 'Error connecting!', error
    else:
        # Use the client
        pass

motor.MotorClient().open(opened)








Callbacks 和 Futures

Motor支持几乎所有PyMongo方法, 但需要网络I/O的Motor方法有一个可行的回调(callback)函数. 这个回调函数必须接收两个参数:

def callback(result, error):
    pass





当操作结束时, Motor的异步方法马上返回一个结果(result)或者错误(error), 并执行回调函数.
例如, find_one() [http://api.mongodb.org/python/current/api/pymongo/collection.html#pymongo.collection.Collection.find_one] 在PyMongo中是这样使用的:

db = MongoClient().test
user = db.users.find_one({'name': 'Jesse'})
print user





但Motor的 find_one() 方法是异步的:

db = MotorClient().open_sync().test

def got_user(user, error):
    if error:
        print 'error getting user!', error
    else:
        print user

db.users.find_one({'name': 'Jesse'}, callback=got_user)





callback必须以关键字参数形式传递, 而非位置参数.

查找多个文档, Motor提供 to_list():

def got_users(users, error):
    if error:
        print 'error getting users!', error
    else:
        for user in users:
            print user

db.users.find().to_list(length=10, callback=got_users)






See also

MotorCursor’s fetch_next()



If you pass no callback to an asynchronous method, it returns a Future for use
in a coroutine [http://tornadoweb.org/en/stable/gen.html]:

from tornado import gen

@gen.coroutine
def f():
    yield motor_db.collection.insert({'name': 'Randall'})
    doc = yield motor_db.collection.find_one()





See With coroutines.




max_concurrent and max_wait_time

PyMongo allows the number of connections to MongoDB to grow to match the number
of threads performing concurrent operations. (PyMongo’s max_pool_size
merely caps the number of idle sockets kept open. [1])
MotorClient and MotorReplicaSetClient provide
an additional option, max_concurrent, which caps the total number of
sockets per host, per client. The default is 100. Once the cap is reached,
operations yield to the IOLoop while waiting for a free socket. The optional
max_wait_time allows operations to raise a MotorPoolTimeout
if they can’t acquire a socket before the deadline.




Timeouts

In PyMongo, you can set a network timeout which causes an
AutoReconnect [http://api.mongodb.org/python/current/api/pymongo/errors.html#pymongo.errors.AutoReconnect] exception if an operation does not complete
in time:

db = MongoClient(socketTimeoutMS=500).test
try:
    user = db.users.find_one({'name': 'Jesse'})
    print user
except AutoReconnect:
    print 'timed out'





MotorClient and MotorReplicaSetClient
support the same options:

db = MotorClient(socketTimeoutMS=500).open_sync().test

@gen.coroutine
def f():
    try:
        user = yield db.users.find_one({'name': 'Jesse'})
        print user
    except AutoReconnect:
        print 'timed out'





As in PyMongo, the default connectTimeoutMS is 20 seconds, and the default
socketTimeoutMS is no timeout.




Requests

PyMongo provides “requests” to ensure that a series of operations are performed
in order by the MongoDB server, even with unacknowledged writes (writes with
w=0). Motor does not support requests, so the only way to guarantee order
is by doing acknowledged writes. Register a callback for each operation and
perform the next operation in the callback:

def inserted(result, error):
    if error:
        raise error

    db.users.find_one({'name': 'Ben'}, callback=found_one)

def found_one(result, error):
    if error:
        raise error

    print result

# Acknowledged insert:
db.users.insert({'name': 'Ben', 'maintains': 'Tornado'}, callback=inserted)





This ensures find_one isn’t run until insert has been acknowledged by
the server. Obviously, this code is improved by tornado.gen [http://tornadoweb.org/en/stable/gen.html]:

@gen.coroutine
def f():
    yield db.users.insert({'name': 'Ben', 'maintains': 'Tornado'})
    result = yield db.users.find_one({'name': 'Ben'})
    print result





Motor ignores the auto_start_request parameter to
MotorClient or MotorReplicaSetClient.




Threading and forking

Multithreading and forking are not supported; Motor is intended to be used in
a single-threaded Tornado application. See Tornado’s documentation on
running Tornado in production [http://tornadoweb.org/en/stable/overview.html#running-tornado-in-production] to take advantage of multiple cores.






Minor differences


Deprecated classes and options

PyMongo deprecated the slave_okay / slaveok option in favor of
read preferences [http://api.mongodb.org/python/current/examples/high_availability.html#secondary-reads] in version 2.3. It deprecated
Connection [http://api.mongodb.org/python/current/api/pymongo/connection.html#pymongo.connection.Connection] and
ReplicaSetConnection [http://api.mongodb.org/python/current/api/pymongo/replica_set_connection.html#pymongo.replica_set_connection.ReplicaSetConnection] in favor of
MongoClient [http://api.mongodb.org/python/current/api/pymongo/mongo_client.html#pymongo.mongo_client.MongoClient] and
MongoReplicaSetClient [http://api.mongodb.org/python/current/api/pymongo/mongo_replica_set_client.html#pymongo.mongo_replica_set_client.MongoReplicaSetClient] in version
2.4, as well as deprecating the safe option in favor of write concerns [http://api.mongodb.org/python/current/api/pymongo/mongo_client.html#pymongo.mongo_client.MongoClient.write_concern].
Motor supports none of PyMongo’s deprecated options and classes at all, and
will raise ConfigurationError [http://api.mongodb.org/python/current/api/pymongo/errors.html#pymongo.errors.ConfigurationError] if you use them.




MasterSlaveConnection

PyMongo’s MasterSlaveConnection [http://api.mongodb.org/python/current/api/pymongo/master_slave_connection.html#pymongo.master_slave_connection.MasterSlaveConnection]
offers a few conveniences when connected to a MongoDB master-slave pair [http://docs.mongodb.org/manual/administration/master-slave/].
Master-slave replication has long been superseded by replica sets [http://docs.mongodb.org/manual/core/replication/], so Motor
has no equivalent to MasterSlaveConnection.




GridFS


	File-like


PyMongo’s GridIn [http://api.mongodb.org/python/current/api/gridfs/grid_file.html#gridfs.grid_file.GridIn] and
GridOut [http://api.mongodb.org/python/current/api/gridfs/grid_file.html#gridfs.grid_file.GridOut] strive to act like Python’s built-in
file objects, so they can be passed to many functions that expect files.
But the I/O methods of MotorGridIn and
MotorGridOut are asynchronous, so they cannot obey the
file API and aren’t suitable in the same circumstances as files.






	Iteration


It’s convenient in PyMongo to iterate a GridOut [http://api.mongodb.org/python/current/api/gridfs/grid_file.html#gridfs.grid_file.GridOut]:

fs = gridfs.GridFS(db)
grid_out = fs.get(file_id)
for chunk in grid_out:
    print chunk





MotorGridOut cannot support this API asynchronously.
To read a MotorGridOut use the non-blocking
read() method. For convenience MotorGridOut
provides stream_to_handler().


See also

Reading from GridFS with MotorGridOut and motor.web








	Setting properties


In PyMongo, you can set arbitrary attributes on
a GridIn [http://api.mongodb.org/python/current/api/gridfs/grid_file.html#gridfs.grid_file.GridIn] and they’re stored as metadata on
the server, even after the GridIn is closed:

grid_in = fs.new_file()
grid_in.close()
grid_in.my_field = 'my_value'  # Sends update to server.





Updating metadata on a MotorGridIn is asynchronous, so
the API is different:

@gen.coroutine
def f():
    fs = motor.MotorGridFS(db)
    yield fs.open()
    grid_in = yield fs.new_file()
    yield grid_in.close()

    # Sends update to server.
    yield grid_in.set('my_field', 'my_value')






See also

Setting attributes on a MotorGridIn








	The “with” statement


GridIn [http://api.mongodb.org/python/current/api/gridfs/grid_file.html#gridfs.grid_file.GridIn] is a context manager–you can use it in a
“with” statement and it is closed on exit:

with fs.new_file() as grid_in:
    grid_in.write('data')





But MotorGridIn‘s close() method is
asynchronous, so it must be called explicitly.











is_locked

In PyMongo is_locked is a property of
MongoClient [http://api.mongodb.org/python/current/api/pymongo/mongo_client.html#pymongo.mongo_client.MongoClient]. Since determining whether the
server has been fsyncLocked requires I/O, Motor has no such convenience method.
The equivalent in Motor is:

result = yield client.admin.current_op()
locked = bool(result.get('fsyncLock', None))








system_js

PyMongo supports Javascript procedures stored in MongoDB with syntax like:

>>> db.system_js.my_func = 'function(x) { return x * x; }'
>>> db.system_js.my_func(2)
4.0





Motor does not.




Cursor slicing

In Pymongo, the following raises an IndexError if the collection has fewer
than 101 documents:

# Can raise IndexError.
doc = db.collection.find()[100]





In Motor, however, no exception is raised. The query simply has no results:

@gen.coroutine
def f():
    cursor = db.collection.find()[100]

    # Iterates zero or one times.
    while (yield cursor.fetch_next):
        doc = cursor.next_object()





The difference arises because the PyMongo Cursor [http://api.mongodb.org/python/current/api/pymongo/cursor.html#pymongo.cursor.Cursor]‘s
slicing operator blocks until it has queried the MongoDB server, and determines
if a document exists at the desired offset; Motor simply returns a new
MotorCursor with a skip and limit applied.




	[1]	See PyMongo’s max_pool_size [http://api.mongodb.org/python/current/api/pymongo/mongo_client.html#pymongo.mongo_client.MongoClient.max_pool_size]
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Motor Features


Non-Blocking

Motor is an asynchronous driver for MongoDB and Tornado [http://tornadoweb.org/].
Motor never blocks Tornado’s IOLoop while connecting to MongoDB or
performing I/O.




Featureful

Motor wraps almost all of PyMongo’s API and makes it non-blocking. For the few
PyMongo features not implemented in Motor, see Motor 和 PyMongo 的区别.




Convenient With tornado.gen

The tornado.gen module [http://tornadoweb.org/en/stable/gen.html] lets you use coroutines to simplify asynchronous
code. Motor methods return Futures that are convenient to use with coroutines.
See With coroutines.




Timeouts

Unlike most non-blocking libraries for Tornado, Motor provides a convenient
timeout interface:

@gen.coroutine
def f():
    try:
        document = yield db.collection.find_one(my_complex_query, network_timeout=5)
    except pymongo.errors.ConnectionFailure:
        # find_one took more than 5 seconds
        pass








Bounded Connection Growth

Motor has a default cap of 100 connections per host
per MotorClient or MotorReplicaSetClient,
configurable with the max_concurrent and max_wait_time options.
Operations yield to the event loop while waiting for a spare connection to use.




Configurable IOLoops

Motor supports Tornado applications with multiple IOLoops [http://tornadoweb.org/en/stable/ioloop.html]. Pass the io_loop
argument to MotorClient
or MotorReplicaSetClient to configure the loop for a
client instance.




Opens Connections Synchronously or Asynchronously

A MotorClient or MotorReplicaSetClient
can be opened synchronously with open_sync()
before your application begins serving requests, or can be opened
asynchronously with open() to make the connection
to MongoDB without blocking the Tornado IOLoop.




Streams Static Files from GridFS

Motor can stream data from GridFS [http://docs.mongodb.org/manual/applications/gridfs/] to a Tornado RequestHandler [http://tornadoweb.org/en/stable/web.html#request-handlers]
using stream_to_handler() or
the GridFSHandler class.
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安装


安装

使用 pip [http://pip-installer.org] 从 PyPI [http://pypi.python.org/pypi/motor] 安装Motor:

$ pip install motor



Pip 自动安装 Motor 需要的包, PyMongo [https://pypi.python.org/pypi/pymongo/], Greenlet [http://pypi.python.org/pypi/greenlet/],
和 Tornado [http://www.tornadoweb.org].




Prerequisites


	CPython 2.6, 2.7, or 3.3

	Although Motor works with PyPy 2.0-beta1, limitations with greenlets and
PyPy’s JIT compiler make PyPy applications that use Motor too slow for
regular use

	PyMongo [https://pypi.python.org/pypi/pymongo/] 2.5.1 or later

	Tornado [http://www.tornadoweb.org]

	Greenlet [http://pypi.python.org/pypi/greenlet/]



Tests require Nose [http://pypi.python.org/pypi/nose/] and generating the docs [http://motor.readthedocs.org] requires Sphinx [http://sphinx-doc.org/].
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Motor 指南

A guide to using MongoDB and Tornado with Motor, the
non-blocking driver.


Tutorial Prerequisites

在你学习Motor之前, 你可以通过 MongoDB 指南 [http://docs.mongodb.org/manual/tutorial/getting-started/] 学习MongoDB.

安装 pip [http://www.pip-installer.org/en/latest/installing.html] 然后执行:


$ pip install motor


安装后, 在Python shell中执行如下命令将不会导致异常:

>>> import motor





这个指南假设在默认的host(主机)和port(端口)上已经运行着一个MongoDB实例. 假设你已经`下载并安装
<http://docs.mongodb.org/manual/installation/>`_ MongoDB, 你可以这样运行它:

$ mongod








对象层次

Motor, 就像PyMongo, 以4级的对象层次来表现数据:


	MotorClient / MotorReplicaSetClient:
代表一个mongod进程, 或者它们的一个集群. 你明确的创建一个客户端对象, 然后将它连接到一个运行着的mongod或mongods, 然后在你应用程序的生命周期中使用它.

	MotorDatabase: 每个mongod有一组数据库(与磁盘上的一组数据文件不同). 你可以通过客户端(client)获得一个数据库的引用.

	MotorCollection: 每个数据库中有一组集合(collections), 集合中包含文档(documents); 你可以通过数据库获得集合的一个引用.

	MotorCursor: 在 MotorCollection 上执行 find() 获得一个 MotorCursor 对象, 代表了符合查询条件(query)的一组文档(documents).






创建一个客户端(Client)

在你应用程序启动时, 你创建 MotorClient
或 MotorReplicaSetClient 的一个实例. (查看 high availability and PyMongo [http://api.mongodb.org/python/current/examples/high_availability.html] for an introduction to
MongoDB replica sets and how PyMongo connects to them.)

在执行任何操作之前, 你必须在客户端对象上调用 open_sync() :

>>> client = motor.MotorClient().open_sync()





这个操作连接至 mongod 并监听默认的host(主机)和port(端口). 你能像下面这样指定host(主机)和port(端口):

>>> client = motor.MotorClient('localhost', 27017).open_sync()





Motor 同样支持 connection URIs [http://docs.mongodb.org/manual/reference/connection-string/]:

>>> client = motor.MotorClient('mongodb://localhost:27017').open_sync()








获得一个数据库

一个单独的MongoDB实例能支持多个独立的`databases <http://docs.mongodb.org/manual/reference/glossary/#term-database>`_.
从一个打开的客户端, 你能获得一个指定数据库的引用, 使用点号表达式或者中括号表达式:

>>> db = client.test_database
>>> db = client['test_database']





创建一个对数据库的引用并没有I/O操作也不接收回调函数(callback)或返回一个Future.




Tornado 应用程序启动序列

现在我们可以创建一个客户端并获得一个数据库, 我们已经准备好了开发一个使用Motor的Tornado应用程序.

open_sync() 是一个阻塞操作, 所以它必须在监听HTTP请求之前被调用. 这里是一个Tornado web应用程序启动序列的示例:

db = motor.MotorClient().open_sync().test_database

application = tornado.web.Application([
    (r'/', MainHandler)
], db=db)

application.listen(8888)
tornado.ioloop.IOLoop.instance().start()





Passing the database as the db keyword argument to Application makes it
available to request handlers:

class MainHandler(tornado.web.RequestHandler):
    def get(self):
        db = self.settings['db']





If you want to use the Tornado HTTP server’s start() method [http://tornadoweb.org/en/stable/netutil.html#tornado.netutil.TCPServer.start] to fork
multiple subprocesses, you must create the client object after calling
start(), since a client created before forking isn’t valid after:

application = tornado.web.Application([
    (r'/', MainHandler)
])

server = tornado.httpserver.HTTPServer(application)
server.bind(8888)

# start(0) starts a subprocess for each CPU core
server.start(0)

db = motor.MotorClient().open_sync().test_database

# Delayed initialization of settings
application.settings['db'] = db
tornado.ioloop.IOLoop.instance().start()






Warning

It is a common mistake to create a new client object for every
request; this comes at a dire performance cost. Create the client
when your application starts and reuse that one client for the lifetime
of the process, as shown in these examples.






获得一个集合

A collection [http://docs.mongodb.org/manual/reference/glossary/#term-collection]
is a group of documents stored in MongoDB, and can be thought of as roughly
the equivalent of a table in a relational database. Getting a
collection in Motor works the same as getting a database:

>>> collection = db.test_collection
>>> collection = db['test_collection']





Just like getting a reference to a database, getting a reference to a
collection does no I/O and doesn’t accept a callback or return a Future.




插入一个文档

和PyMongo一样, Motor使用Python的字典来代表MongoDB的文档. 要在MongoDB中存储一个文档, 调用 insert() , 参数为一个文档和一个回调函数:

>>> from tornado.ioloop import IOLoop
>>> def my_callback(result, error):
...     print 'result', repr(result)
...     IOLoop.instance().stop()
...
>>> document = {'key': 'value'}
>>> db.test_collection.insert(document, callback=my_callback)
>>> IOLoop.instance().start()
result ObjectId('...')





There are several differences to note between Motor and PyMongo. One is that,
unlike PyMongo’s insert() [http://api.mongodb.org/python/current/api/pymongo/collection.html#pymongo.collection.Collection.insert], Motor’s has no
return value. Another is that insert accepts an optional callback function.
The function must take two arguments and it must be passed to insert as a
keyword argument, like:

db.test_collection.insert(document, callback=some_function)






Warning

Passing the callback function using the callback= syntax is
required. (This requirement is a side-effect of the technique Motor uses to
wrap PyMongo.) If you pass the callback as a positional argument instead,
you may see an exception like TypeError: method takes exactly 1 argument (2
given), or TypeError: callable is required, or some silent misbehavior.



insert() is asynchronous. This means it returns immediately, and the
actual work of inserting the document into the collection is performed in the
background. When it completes, the callback is executed. If the
insert succeeded, the result parameter is the new document’s unique id
and the error parameter is None. If there was an error, result is
None and error is an Exception object. For example, we can
trigger a duplicate-key error by trying to insert two documents with the same
unique id:

>>> ncalls = 0
>>> def my_callback(result, error):
...     global ncalls
...     print 'result', repr(result), 'error', repr(error)
...     ncalls += 1
...     if ncalls == 2:
...         IOLoop.instance().stop()
...
>>> document = {'_id': 1}
>>> db.test_collection.insert(document, callback=my_callback)
>>> db.test_collection.insert(document, callback=my_callback)
>>> IOLoop.instance().start()
result 1 error None
result None error DuplicateKeyError(u'E11000 duplicate key error index: test_database.test_collection.$_id_  dup key: { : 1 }',)





The first insert results in my_callback being called with result 1 and
error None. The second insert triggers my_callback with result None and
a DuplicateKeyError.

A typical beginner’s mistake with Motor is to insert documents in a loop,
not waiting for each insert to complete before beginning the next:

>>> for i in range(2000):
...     db.test_collection.insert({'i': i})





In PyMongo this would insert each document in turn using a single socket, but
Motor attempts to run all the insert() operations at once. This requires
up to max_concurrent [1] open sockets connected to MongoDB,
which taxes the client and server. To ensure instead that all inserts use a
single connection, wait for acknowledgment of each. This is a bit complex using
callbacks:

>>> i = 0
>>> def do_insert(result, error):
...     global i
...     if error:
...         raise error
...     i += 1
...     if i < 2000:
...         db.test_collection.insert({'i': i}, callback=do_insert)
...     else:
...         IOLoop.instance().stop()
...
>>> # Start
>>> db.test_collection.insert({'i': i}, callback=do_insert)
>>> IOLoop.instance().start()





You can simplify this code with gen.coroutine.




Using Motor with gen.coroutine

The tornado.gen module [http://tornadoweb.org/en/stable/gen.html] lets you use generators to simplify asynchronous
code. There are two parts to coding with gen: gen.coroutine and
Future.

First, decorate your generator function with @gen.coroutine:

>>> @gen.coroutine
... def do_insert():
...     pass





If you pass no callback to one of Motor’s asynchronous methods, it returns a
Future. Yield the Future instance to wait for an operation to complete
and obtain its result:

>>> @gen.coroutine
... def do_insert():
...     for i in range(2000):
...         future = db.test_collection.insert({'i': i})
...         result = yield future
...
>>> IOLoop.current().run_sync(do_insert)





In the code above, result is the _id of each inserted document.


See also

Bulk inserts in PyMongo [http://api.mongodb.org/python/current/tutorial.html?highlight=bulk%20inserts#bulk-inserts]




See also

Detailed example of Motor and gen.coroutine




See general MongoDB documentation

[bookmark: using-motor-with-gen-coroutine]insert [http://dochub.mongodb.org/core/insert]






Getting a Single Document With find_one()

Use find_one() to get the first document that
matches a query. For example, to get a document where the value for key “i” is
less than 2:

>>> @gen.coroutine
... def do_find_one():
...     document = yield db.test_collection.find_one({'i': {'$lt': 2}})
...     print document
...
>>> IOLoop.current().run_sync(do_find_one)
{u'i': 0, u'_id': ObjectId('...')}





The result is a dictionary matching the one that we inserted previously.


Note

The returned document contains an "_id", which was
automatically added on insert.




See general MongoDB documentation

[bookmark: getting-a-single-document-with-find-one]find [http://dochub.mongodb.org/core/find]






Querying for More Than One Document

Use find() to query for a set of documents.
find() does no I/O and does not take a callback,
it merely creates a MotorCursor instance. The query is actually
executed on the server when you call to_list() or
each(), or yield fetch_next.

To find all documents with “i” less than 5:

>>> @gen.coroutine
... def do_find():
...     cursor = db.test_collection.find({'i': {'$lt': 5}})
...     for document in (yield cursor.to_list(length=100)):
...         print document
...
>>> IOLoop.current().run_sync(do_find)
{u'i': 0, u'_id': ObjectId('...')}
{u'i': 1, u'_id': ObjectId('...')}
{u'i': 2, u'_id': ObjectId('...')}
{u'i': 3, u'_id': ObjectId('...')}
{u'i': 4, u'_id': ObjectId('...')}





A length argument is required when you call to_list to prevent Motor from
buffering an unlimited number of documents.

To get one document at a time with fetch_next
and next_object():

>>> @gen.coroutine
... def do_find():
...     cursor = db.test_collection.find({'i': {'$lt': 5}})
...     while (yield cursor.fetch_next):
...         document = cursor.next_object()
...         print document
...
>>> IOLoop.current().run_sync(do_find)
{u'i': 0, u'_id': ObjectId('...')}
{u'i': 1, u'_id': ObjectId('...')}
{u'i': 2, u'_id': ObjectId('...')}
{u'i': 3, u'_id': ObjectId('...')}
{u'i': 4, u'_id': ObjectId('...')}





You can apply a sort, limit, or skip to a query before you begin iterating:

>>> @gen.coroutine
... def do_find():
...     cursor = db.test_collection.find({'i': {'$lt': 5}})
...     # Modify the query before iterating
...     cursor.sort([('i', pymongo.DESCENDING)]).limit(2).skip(2)
...     while (yield cursor.fetch_next):
...         document = cursor.next_object()
...         print document
...
>>> IOLoop.current().run_sync(do_find)
{u'i': 2, u'_id': ObjectId('...')}
{u'i': 1, u'_id': ObjectId('...')}





fetch_next does not actually retrieve each document from the server
individually; it gets documents efficiently in large batches [http://docs.mongodb.org/manual/core/read-operations/#cursor-behaviors].




Counting Documents

Use count() to determine the number of documents in
a collection, or the number of documents that match a query:

>>> @gen.coroutine
... def do_count():
...     n = yield db.test_collection.find().count()
...     print n, 'documents in collection'
...     n = yield db.test_collection.find({'i': {'$gt': 1000}}).count()
...     print n, 'documents where i > 1000'
...
>>> IOLoop.current().run_sync(do_count)
2000 documents in collection
999 documents where i > 1000





count() uses the count command internally; we’ll
cover commands below.


See also

Count command [http://docs.mongodb.org/manual/reference/command/count/]






Updating Documents

update() changes documents. It requires two
parameters: a query that specifies which documents to update, and an update
document. The query follows the same syntax as for find() or
find_one(). The update document has two modes: it can replace the whole
document, or it can update some fields of a document. To replace a document:

>>> @gen.coroutine
... def do_replace():
...     coll = db.test_collection
...     old_document = yield coll.find_one({'i': 50})
...     print 'found document:', old_document
...     _id = old_document['_id']
...     result = yield coll.update({'_id': _id}, {'key': 'value'})
...     print 'replaced', result['n'], 'document'
...     new_document = yield coll.find_one({'_id': _id})
...     print 'document is now', new_document
...
>>> IOLoop.current().run_sync(do_replace)
found document: {u'i': 50, u'_id': ObjectId('...')}
replaced 1 document
document is now {u'_id': ObjectId('...'), u'key': u'value'}





You can see that update() replaced everything in the old document except
its _id with the new document.

Use MongoDB’s modifier operators to update part of a document and leave the
rest intact. We’ll find the document whose “i” is 51 and use the $set
operator to set “key” to “value”:

>>> @gen.coroutine
... def do_update():
...     coll = db.test_collection
...     result = yield coll.update({'i': 51}, {'$set': {'key': 'value'}})
...     print 'updated', result['n'], 'document'
...     new_document = yield coll.find_one({'i': 51})
...     print 'document is now', new_document
...
>>> IOLoop.current().run_sync(do_update)
updated 1 document
document is now {u'i': 51, u'_id': ObjectId('...'), u'key': u'value'}





“key” is set to “value” and “i” is still 51.

By default update() only affects the first document it finds, you can
update all of them with the multi flag:

yield coll.update({'i': {'$gt': 100}}, {'$set': {'key': 'value'}}, multi=True)






See general MongoDB documentation

[bookmark: updating-documents]update [http://dochub.mongodb.org/core/update]






Saving Documents

save() is a convenience method provided to insert
a new document or update an existing one. If the dict passed to save()
has an "_id" key then Motor performs an update() (upsert) operation
and any existing document with that "_id" is overwritten. Otherwise Motor
performs an insert().

>>> @gen.coroutine
... def do_save():
...     coll = db.test_collection
...     doc = {'key': 'value'}
...     yield coll.save(doc)
...     print 'document _id:', repr(doc['_id'])
...     doc['other_key'] = 'other_value'
...     yield coll.save(doc)
...     yield coll.remove(doc)
...
>>> IOLoop.current().run_sync(do_save)
document _id: ObjectId('...')








Removing Documents

remove() takes a query with the same syntax as
find().
remove() immediately removes all matching documents.

>>> @gen.coroutine
... def do_remove():
...     coll = db.test_collection
...     n = yield coll.count()
...     print n, 'documents before calling remove()'
...     result = yield db.test_collection.remove({'i': {'$gte': 1000}})
...     print (yield coll.count()), 'documents after'
...
>>> IOLoop.current().run_sync(do_remove)
2000 documents before calling remove()
1000 documents after






See general MongoDB documentation

[bookmark: removing-documents]remove [http://dochub.mongodb.org/core/remove]






Commands

Besides the “CRUD” operations–insert, update, remove, and find–all other
operations on MongoDB are commands. Run them using
the command() method on MotorDatabase:

>>> from bson import SON
>>> @gen.coroutine
... def use_count_command():
...     response = yield db.command(SON([("count", "test_collection")]))
...     print 'response:', response
...
>>> IOLoop.current().run_sync(use_count_command)
response: {u'ok': 1.0, u'n': 1000.0}





Since the order of command parameters matters, don’t use a Python dict to pass
the command’s parameters. Instead, make a habit of using bson.SON,
from the bson module included with PyMongo:

yield db.command(SON([("distinct", "test_collection"), ("key", "my_key"]))



Many commands have special helper methods, such as
create_collection() or
aggregate(), but these are just conveniences atop
the basic command() method.


See general MongoDB documentation

[bookmark: commands]commands [http://dochub.mongodb.org/core/commands]






Further Reading

The handful of classes and methods introduced here are sufficient for daily
tasks. The API documentation for MotorClient,
MotorReplicaSetClient, MotorDatabase,
MotorCollection, and MotorCursor provides a
reference to Motor’s complete feature set.

Learning to use the MongoDB driver is just the beginning, of course. For
in-depth instruction in MongoDB itself, see The MongoDB Manual [http://docs.mongodb.org/manual/].




	[1]	max_concurrent is set when creating a
MotorClient or MotorReplicaSetClient.
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Examples With Callbacks And Coroutines

Programming with Motor is far easier with Tornado coroutines than with
raw callbacks. Here’s an example that shows the difference.


With callbacks

An application that can create and display short messages:

import tornado.web, tornado.ioloop
import motor

class NewMessageHandler(tornado.web.RequestHandler):
    def get(self):
        """Show a 'compose message' form."""
        self.write('''
        <form method="post">
            <input type="text" name="msg">
            <input type="submit">
        </form>''')

    # Method exits before the HTTP request completes, thus "asynchronous"
    @tornado.web.asynchronous
    def post(self):
        """Insert a message."""
        msg = self.get_argument('msg')

        # Async insert; callback is executed when insert completes
        self.settings['db'].messages.insert(
            {'msg': msg},
            callback=self._on_response)

    def _on_response(self, result, error):
        if error:
            raise tornado.web.HTTPError(500, error)
        else:
            self.redirect('/')


class MessagesHandler(tornado.web.RequestHandler):
    @tornado.web.asynchronous
    def get(self):
        """Display all messages."""
        self.write('<a href="/compose">Compose a message</a><br>')
        self.write('<ul>')
        db = self.settings['db']
        db.messages.find().sort([('_id', -1)]).each(self._got_message)

    def _got_message(self, message, error):
        if error:
            raise tornado.web.HTTPError(500, error)
        elif message:
            self.write('<li>%s</li>' % message['msg'])
        else:
            # Iteration complete
            self.write('</ul>')
            self.finish()

db = motor.MotorClient().open_sync().test

application = tornado.web.Application(
    [
        (r'/compose', NewMessageHandler),
        (r'/', MessagesHandler)
    ],
    db=db
)

print 'Listening on http://localhost:8888'
application.listen(8888)
tornado.ioloop.IOLoop.instance().start()





The call to each() could be
replaced with to_list(), which is easier to use
with templates because the callback receives the entire result at once:

from tornado import template
messages_template = template.Template('''<ul>
{% for message in messages %}
    <li>{{ message['msg'] }}</li>
{% end %}
</ul>''')

class MessagesHandler(tornado.web.RequestHandler):
    @tornado.web.asynchronous
    def get(self):
        """Display all messages
        """
        self.write('<a href="/compose">Compose a message</a><br>')
        self.write('<ul>')
        db = self.settings['db']
        (db.messages.find()
            .sort([('_id', -1)])
            .limit(10)
            .to_list(length=10, self._got_messages))

    def _got_messages(self, messages, error):
        if error:
            raise tornado.web.HTTPError(500, error)
        elif messages:
            self.write(messages_template.generate(messages=messages))
        self.finish()





To protect you from buffering huge numbers of documents in memory, to_list
requires a maximum length argument.




With coroutines

Motor’s asynchronous methods return Futures [http://tornadoweb.org/en/stable/gen.html]. Yield a Future to resolve
it into a result or an exception:

from tornado import gen

class NewMessageHandler(tornado.web.RequestHandler):
    @tornado.web.asynchronous
    @gen.coroutine
    def post(self):
        """Insert a message."""
        msg = self.get_argument('msg')
        db = self.settings['db']

        # insert() returns a Future. Yield the Future to get the result.
        result = yield db.messages.insert({'msg': msg})

        # Success
        self.redirect('/')


class MessagesHandler(tornado.web.RequestHandler):
    @tornado.web.asynchronous
    @gen.coroutine
    def get(self):
        """Display all messages."""
        self.write('<a href="/compose">Compose a message</a><br>')
        self.write('<ul>')
        db = self.settings['db']
        cursor = db.messages.find().sort([('_id', -1)])
        while (yield cursor.fetch_next):
            message = cursor.next_object()
            self.write('<li>%s</li>' % message['msg'])

        # Iteration complete
        self.write('</ul>')
        self.finish()





One can parallelize operations and wait for all to complete. To query for
two messages at once and wait for both:

msg = yield db.messages.find_one({'_id': msg_id})

# Start getting the previous. find_one returns a Future.
prev_future = db.messages.find_one({'_id': {'$lt': msg_id}})

# Start getting the next.
next_future = db.messages.find_one({'_id': {'$gt': msg_id}})

# Wait for both to complete by yielding the Futures.
previous_msg, next_msg = yield [prev_future, next_future]
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Motor GridFS Examples


See also

motor.web




Writing a file to GridFS with put()

from tornado import gen
import motor

db = motor.MotorClient().open_sync().test

@gen.coroutine
def write_file():
    fs = yield motor.MotorGridFS(db).open()

    # file_id is the ObjectId of the resulting file.
    file_id = yield fs.put('Contents')

    # put() can take a file or a file-like object, too.
    from cStringIO import StringIO
    file_like = StringIO('Lengthy contents')
    file_id = yield fs.put(file_like)

    # Specify the _id.
    specified_id = yield fs.put('Contents', _id=42)
    assert 42 == specified_id








Streaming a file to GridFS with MotorGridIn

from tornado import gen
import motor

db = motor.MotorClient().open_sync().test

@gen.coroutine
def write_file_streaming():
    fs = yield motor.MotorGridFS(db).open()

    # Create a MotorGridIn and write in chunks, then close the file to
    # flush all data to the server.
    gridin = yield fs.new_file()
    yield gridin.write('First part\n')
    yield gridin.write('Second part')
    yield gridin.close()

    # By default, the MotorGridIn's _id is an ObjectId.
    file_id = gridin._id

    gridout = yield fs.get(file_id)
    content = yield gridout.read()
    assert 'First part\nSecond part' == content

    # Specify the _id.
    gridin = yield fs.new_file(_id=42)
    assert 42 == gridin._id

    # MotorGridIn can write from file-like objects, too.
    file = open('my_file.txt')
    yield gridin.write(file)
    yield gridin.close()








Setting attributes on a MotorGridIn

from tornado import gen
import motor

db = motor.MotorClient().open_sync().test

@gen.coroutine
def set_attributes():
    fs = yield motor.MotorGridFS(db).open()
    gridin = yield fs.new_file()

    # Set metadata attributes.
    yield gridin.set('content_type', 'image/png')
    yield gridin.close()

    # Attributes set after closing are sent to the server immediately.
    yield gridin.set('my_field', 'my_value')

    gridout = yield fs.get(gridin._id)
    assert 'image/png' == gridin.content_type
    assert 'image/png' == gridin.contentType  # Synonymous.
    assert 'my_value' == gridin.my_field








Reading from GridFS with MotorGridOut

from tornado import gen
import motor

db = motor.MotorClient().open_sync().test

@gen.coroutine
def read_file(file_id):
    fs = yield motor.MotorGridFS(db).open()

    # Create a MotorGridOut and read it all at once.
    gridout = yield fs.get(file_id)
    content = yield gridout.read()

    # Or read in chunks - every chunk_size bytes is one MongoDB document
    # in the db.fs.chunks collection.
    gridout = yield fs.get(file_id)
    content = ''
    while len(content) < gridout.length:
        content += (yield gridout.read(gridout.chunk_size))

    # Get a file by name.
    gridout = yield fs.get_last_version(filename='my_file')
    content = yield gridout.read()
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Motor Tailable Cursor Example

A cursor on a capped collection can be tailed using
fetch_next:

@gen.coroutine
def tail_example():
    results = []
    collection = db.my_capped_collection
    cursor = collection.find(tailable=True, await_data=True)
    while True:
        if not cursor.alive:
            # While collection is empty, tailable cursor dies immediately
            yield gen.Task(loop.add_timeout, datetime.timedelta(seconds=1))
            cursor = collection.find(tailable=True, await_data=True)

        if (yield cursor.fetch_next):
            results.append(cursor.next_object())
            print results






See also

Tailable cursors [http://docs.mongodb.org/manual/tutorial/create-tailable-cursor/]
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Authentication With Motor

To use authentication, you must start mongod with --auth or, for
replica sets or sharded clusters, --keyFile. Create an admin user and
optionally normal users or read-only users.


See also

MongoDB Authentication [http://docs.mongodb.org/manual/tutorial/control-access-to-mongodb-with-authentication/]




Synchronous Authentication

To create an authenticated MotorClient before starting the
IOLoop, use a MongoDB connection URI [http://docs.mongodb.org/manual/reference/connection-string/]:

admin_uri = "mongodb://admin:pass@localhost:27017"
client = motor.MotorClient(admin_uri).open_sync()

normal_uri = "mongodb://user:pass@localhost:27017/database_name"
client = motor.MotorClient(normal_uri).open_sync()








Asynchronous Authentication

Use the non-blocking authenticate() to log in after
starting the IOLoop:

client = motor.MotorClient('localhost', 27017).open_sync()

@gen.coroutine
def login(c):
    yield c.my_database.authenticate("user", "pass")





After you’ve logged in to a database with a given MotorClient
or MotorReplicaSetClient, all further operations on that
database using that client will already be authenticated until you
call logout().
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Changelog


Motor 0.2

Changes

Motor 0.2 now requires Tornado 3. However, the previous version, Motor 0.1, is
still available for Tornado 2 users.

Motor 0.2 drops Python 2.5 support (since Tornado 3 has dropped it).

All Motor asynchronous methods (except
MotorCursor.each()) now return a Future [http://tornadoweb.org/en/stable/gen.html]. The callback argument
to these methods is now optional. If a callback is passed, it will be
executed with the (result, error) of the operation as in Motor 0.1. If no
callback is passed, a Future is returned that resolves to the method’s
result or error.

The length argument to MotorCursor.to_list() is no longer optional.

The MotorCursor.tail method has been removed. It was complex, diverged from
PyMongo’s feature set, and encouraged overuse of MongoDB capped collections as
message queues when a purpose-built message queue is more appropriate. An
example of tailing a capped collection is provided:
Motor Tailable Cursor Example.

MotorClient.is_locked has been removed since calling it from Motor would be
bizarre. See “Migration” below for a workaround.

get_gridfs_file() now
returns Future instead of accepting a callback.

Migration

motor.Op is deprecated. You can continue to use it, but the simpler
syntax yielding a Future is preferred:

document = yield collection.find_one()





Code that uses explicit callbacks with Motor 0.2 works the same as in Motor
0.1:

def callback(document, error):
    if error:
        logging.error("Oh no!")
    else:
        print document

collection.find_one(callback=callback)





Any calls to MotorCursor.to_list() that omitted the length
argument must now include it:

result = yield collection.find().to_list(100)





If you relied on MotorCursor.tail, see Motor Tailable Cursor Example
for an example of tailing a capped collection with Motor using a coroutine.

If you called MotorClient.is_locked like:

locked = yield motor.Op(client.is_locked)





you should now do:

result = yield client.admin.current_op()
locked = bool(result.get('fsyncLock', None))





Bugfixes

MotorReplicaSetClient.open threw an error if called without a callback.

MotorCursor.to_list ignored SON manipulators [https://jira.mongodb.org/browse/MOTOR-8]. (Thanks to Eren Güven for the
report and the fix.)
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Motor API


See also

Motor 指南





	MotorClient – Connection to MongoDB

	MotorReplicaSetClient – Connection to MongoDB replica set

	MotorDatabase

	MotorCollection

	MotorCursor

	Motor GridFS Classes

	motor.web

	Motor Exception Classes









          

      

      

    


    
         Copyright 2012 10gen.
      Created using Sphinx 1.1.3+.
    

 









  
     Brought to you by Read the Docs
    
      
        	latest

      
    

  










  
  
    
    

    MotorClient – Connection to MongoDB















    
    

    
 
  
  
    
      Navigation

      
        	
          index

        	
          next |

        	
          previous |

        	Motor 0.1+ documentation 

          	Motor API 
 
      

    


    
      
          
            
  
MotorClient – Connection to MongoDB


	
class motor.MotorClient(*args, **kwargs)

	Create a new connection to a single MongoDB instance at host:port.

open() or open_sync() must be called before using a new
MotorClient. No property access is allowed before the connection
is opened.

MotorClient takes the same constructor arguments as
MongoClient [http://api.mongodb.org/python/current/api/pymongo/mongo_client.html], as well as:





	Parameters :	
	io_loop (optional): Special tornado.ioloop.IOLoop
instance to use instead of default

	max_concurrent (optional): Most connections open at once, default
100.

	max_wait_time (optional): How long an operation can wait for a
connection before raising MotorPoolTimeout, default no
timeout.










	
disconnect()

	Disconnect from MongoDB.

Disconnecting will close all underlying sockets in the connection
pool. If this instance is used again it will be automatically
re-opened. Care should be taken to make sure that disconnect()
is not called in the middle of a sequence of operations in which
ordering is important. This could lead to unexpected results.


See also

end_request()








	
client[db_name] || client.db_name

	Get the db_name MotorDatabase on MotorClient client.

Raises InvalidName if an invalid database name is used.
Raises InvalidOperation if connection isn’t opened yet.






	
alive(callback=None)

	Return False if there has been an error communicating with the
server, else True.

This method attempts to check the status of the server with minimal I/O.
The current thread / greenlet retrieves a socket from the pool (its
request socket if it’s in a request, or a random idle socket if it’s not
in a request) and checks whether calling select [http://docs.python.org/2/library/select.html#select.select] on it raises an
error. If there are currently no idle sockets, alive() will
attempt to actually connect to the server.

A more certain way to determine server availability is:

client.admin.command('ping')









	Parameters :	
	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
close()

	Alias for disconnect()

Disconnecting will close all underlying sockets in the connection
pool. If this instance is used again it will be automatically
re-opened. Care should be taken to make sure that disconnect()
is not called in the middle of a sequence of operations in which
ordering is important. This could lead to unexpected results.


See also

end_request()








	
close_cursor(cursor_id, callback=None)

	Close a single database cursor.

Raises TypeError if cursor_id is not an instance of
(int, long). What closing the cursor actually means
depends on this client’s cursor manager.





	Parameters :	
	cursor_id: id of cursor to close

	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
copy_database(from_name, to_name, from_host=None, username=None, password=None, callback=None)

	Copy a database, potentially from another host.

Raises TypeError if from_name or to_name is not
an instance of basestring (str in python 3).
Raises InvalidName if to_name is
not a valid database name.

If from_host is None the current host is used as the
source. Otherwise the database is copied from from_host.

If the source database requires authentication, username and
password must be specified.





	Parameters :	
	from_name: the name of the source database

	to_name: the name of the target database

	from_host (optional): host name to copy from

	username (optional): username for source database

	password (optional): password for source database

	callback (optional): function taking (result, error), executed when operation completes










Note

Specifying username and password requires server
version >= 1.3.3+.



If a callback is passed, returns None, else returns a Future.






	
database_names(callback=None)

	Get a list of the names of all databases on the connected server.





	Parameters :	
	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
disconnect()

	Disconnect from MongoDB.

Disconnecting will close all underlying sockets in the connection
pool. If this instance is used again it will be automatically
re-opened. Care should be taken to make sure that disconnect()
is not called in the middle of a sequence of operations in which
ordering is important. This could lead to unexpected results.


See also

end_request()








	
drop_database(name_or_database, callback=None)

	Drop a database.

Raises TypeError if name_or_database is not an instance of
basestring (str in python 3) or Database.





	Parameters :	
	name_or_database: the name of a database to drop, or a
Database [http://api.mongodb.org/python/current/api/pymongo/database.html#pymongo.database.Database] instance representing the
database to drop

	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
fsync(callback=None, **kwargs)

	Flush all pending writes to datafiles.





	Parameters :	Optional parameters can be passed as keyword arguments:


	lock: If True lock the server to disallow writes.

	async: If True don’t block while synchronizing.

	callback (optional): function taking (result, error), executed when operation completes




Warning

async and lock can not be used together.




Warning

MongoDB does not support the async option
on Windows and will raise an exception on that
platform.









If a callback is passed, returns None, else returns a Future.






	
kill_cursors(cursor_ids, callback=None)

	Send a kill cursors message with the given ids.

Raises TypeError if cursor_ids is not an instance of
list.





	Parameters :	
	cursor_ids: list of cursor ids to kill

	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
open(callback=None)

	Actually initialize. Takes an optional callback, or returns a Future
that resolves to self when opened.





	Parameters :	
	callback: Optional function taking parameters (self, error)














	
open_sync()

	Synchronous open(), returning self.

Under the hood, this method creates a new Tornado IOLoop, runs
open() on the loop, and deletes the loop when open()
completes.






	
server_info(callback=None)

	Get information about the MongoDB server we’re connected to.





	Parameters :	
	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
sync_client()

	Get a PyMongo MongoClient / MongoReplicaSetClient with the same
configuration as this MotorClient / MotorReplicaSetClient.






	
unlock(callback=None)

	Unlock a previously locked server.





	Parameters :	
	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
connected

	True after open() or open_sync() completes






	
document_class

	Default class to use for documents
returned from this client.






	
host

	Current connected host.






	
is_mongos

	If this instance is connected to mongos.






	
is_primary

	If this instance is connected to a standalone, a replica set
primary, or the master of a master-slave set.






	
max_bson_size

	Return the maximum size BSON object the connected server
accepts in bytes. Defaults to 4MB in server < 1.7.4.






	
max_pool_size

	The maximum number of idle connections kept open in the pool for
future use.


Note

max_pool_size does not cap the number of concurrent
connections to the server; there is currently no way to limit the
number of connections. max_pool_size only limits the number of
idle connections kept open when they are returned to the pool.








	
nodes

	List of all known nodes.

Includes both nodes specified when this instance was created,
as well as nodes discovered through the replica set discovery
mechanism.






	
port

	Current connected port.






	
read_preference

	The read preference mode for this instance.

See ReadPreference [http://api.mongodb.org/python/current/api/pymongo/index.html#pymongo.read_preferences.ReadPreference] for available options.






	
secondary_acceptable_latency_ms

	Any replica-set member whose ping time is within
secondary_acceptable_latency_ms of the nearest member may accept
reads. Defaults to 15 milliseconds.

See ReadPreference [http://api.mongodb.org/python/current/api/pymongo/index.html#pymongo.read_preferences.ReadPreference].


Note

secondary_acceptable_latency_ms is ignored when talking to a
replica set through a mongos. The equivalent is the localThreshold [http://docs.mongodb.org/manual/reference/mongos/#cmdoption-mongos–localThreshold] command
line option.








	
tag_sets

	Set tag_sets to a list of dictionaries like [{‘dc’: ‘ny’}] to
read only from members whose dc tag has the value "ny".
To specify a priority-order for tag sets, provide a list of
tag sets: [{'dc': 'ny'}, {'dc': 'la'}, {}]. A final, empty tag
set, {}, means “read from any member that matches the mode,
ignoring tags.” ReplicaSetConnection tries each set of tags in turn
until it finds a set of tags with at least one matching member.



See also

Data-Center Awareness [http://www.mongodb.org/display/DOCS/Data+Center+Awareness]











	
tz_aware

	Does this client return timezone-aware datetimes?






	
write_concern

	The default write concern for this instance.

Supports dict style access for getting/setting write concern
options. Valid options include:


	w: (integer or string) If this is a replica set, write operations
will block until they have been replicated to the specified number
or tagged set of servers. w=<int> always includes the replica set
primary (e.g. w=3 means write to the primary and wait until
replicated to two secondaries). Setting w=0 disables write
acknowledgement and all other write concern options.

	wtimeout: (integer) Used in conjunction with w. Specify a value
in milliseconds to control how long to wait for write propagation
to complete. If replication does not complete in the given
timeframe, a timeout exception is raised.

	j: If True block until write operations have been committed
to the journal. Ignored if the server is running without journaling.

	fsync: If True force the database to fsync all files before
returning. When used with j the server awaits the next group
commit before returning.



>>> m = pymongo.MongoClient()
>>> m.write_concern
{}
>>> m.write_concern = {'w': 2, 'wtimeout': 1000}
>>> m.write_concern
{'wtimeout': 1000, 'w': 2}
>>> m.write_concern['j'] = True
>>> m.write_concern
{'wtimeout': 1000, 'j': True, 'w': 2}
>>> m.write_concern = {'j': True}
>>> m.write_concern
{'j': True}
>>> # Disable write acknowledgement and write concern
...
>>> m.write_concern['w'] = 0






Note

Accessing write_concern returns its value
(a subclass of dict), not a copy.
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MotorReplicaSetClient – Connection to MongoDB replica set


	
class motor.MotorReplicaSetClient(*args, **kwargs)

	Create a new connection to a MongoDB replica set.

open() or open_sync() must be called before using a new
MotorReplicaSetClient. No property access is allowed before the
connection is opened.

MotorReplicaSetClient takes the same constructor arguments as
MongoReplicaSetClient [http://api.mongodb.org/python/current/api/pymongo/mongo_replica_set_client.html], as well as:





	Parameters :	
	io_loop (optional): Special tornado.ioloop.IOLoop
instance to use instead of default

	max_concurrent (optional): Most connections open at once, default
100.

	max_wait_time (optional): How long an operation can wait for a
connection before raising MotorPoolTimeout, default no
timeout.










	
client[db_name] || client.db_name

	Get the db_name MotorDatabase on MotorReplicaSetClient client.

Raises InvalidName if an invalid database name is used.
Raises InvalidOperation if connection isn’t opened yet.






	
alive(callback=None)

	Return False if there has been an error communicating with the
primary, else True.

This method attempts to check the status of the primary with minimal
I/O. The current thread / greenlet retrieves a socket (its request
socket if it’s in a request, or a random idle socket if it’s not in a
request) from the primary’s connection pool and checks whether calling
select [http://docs.python.org/2/library/select.html#select.select] on it raises an error. If there are currently no idle sockets,
or if there is no known primary, alive() will attempt to actually
find and connect to the primary.

A more certain way to determine primary availability is to ping it:

client.admin.command('ping')









	Parameters :	
	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
close()

	Close this client instance.

This method first terminates the replica set monitor, then disconnects
from all members of the replica set.


Warning

This method stops the replica set monitor task. The
replica set monitor is required to properly handle replica set
configuration changes, including a failure of the primary.
Once close() is called this client instance must not be reused.








	
close_cursor(cursor_id, _conn_id, callback=None)

	Close a single database cursor.

Raises TypeError if cursor_id is not an instance of
(int, long). What closing the cursor actually means
depends on this client’s cursor manager.





	Parameters :	
	cursor_id: id of cursor to close

	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
copy_database(from_name, to_name, from_host=None, username=None, password=None, callback=None)

	Copy a database, potentially from another host.

Raises TypeError if from_name or to_name is not
an instance of basestring (str in python 3).
Raises InvalidName if to_name is
not a valid database name.

If from_host is None the current host is used as the
source. Otherwise the database is copied from from_host.

If the source database requires authentication, username and
password must be specified.





	Parameters :	
	from_name: the name of the source database

	to_name: the name of the target database

	from_host (optional): host name to copy from

	username (optional): username for source database

	password (optional): password for source database

	callback (optional): function taking (result, error), executed when operation completes










Note

Specifying username and password requires server
version >= 1.3.3+.



If a callback is passed, returns None, else returns a Future.






	
database_names(callback=None)

	Get a list of the names of all databases on the connected server.





	Parameters :	
	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
disconnect()

	Disconnect from the replica set primary, unpin all members, and
refresh our view of the replica set.






	
drop_database(name_or_database, callback=None)

	Drop a database.

Raises TypeError if name_or_database is not an instance of
basestring (str in python 3) or Database





	Parameters :	
	name_or_database: the name of a database to drop, or a
Database [http://api.mongodb.org/python/current/api/pymongo/database.html#pymongo.database.Database] instance representing the
database to drop

	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
get_document_class()

	document_class getter






	
open(callback=None)

	Actually initialize. Takes an optional callback, or returns a Future
that resolves to self when opened.





	Parameters :	
	callback: Optional function taking parameters (self, error)














	
open_sync()

	Synchronous open(), returning self.

Under the hood, this method creates a new Tornado IOLoop, runs
open() on the loop, and deletes the loop when open()
completes.






	
server_info(callback=None)

	Get information about the MongoDB primary we’re connected to.





	Parameters :	
	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
set_document_class(klass)

	document_class setter






	
sync_client()

	Get a PyMongo MongoClient / MongoReplicaSetClient with the same
configuration as this MotorClient / MotorReplicaSetClient.






	
arbiters

	The arbiters known to this client.

A sequence of (host, port) pairs.






	
connected

	True after open() or open_sync() completes






	
document_class

	Default class to use for documents
returned from this client.






	
hosts

	All active and passive (priority 0) replica set
members known to this client. This does not include
hidden or slaveDelay members, or arbiters.

A sequence of (host, port) pairs.






	
is_mongos

	If this instance is connected to mongos (always False).






	
max_bson_size

	Returns the maximum size BSON object the connected primary
accepts in bytes. Defaults to 4MB in server < 1.7.4. Returns
0 if no primary is available.






	
max_pool_size

	The maximum number of idle connections kept open in each pool for
future use.


Note

max_pool_size does not cap the number of concurrent
connections to a replica set member; there is currently no way to
limit the number of connections. max_pool_size only limits the
number of idle connections kept open when they are returned to
a pool.








	
primary

	The (host, port) of the current primary of the replica set.

Returns None if there is no primary.






	
read_preference

	The read preference mode for this instance.

See ReadPreference [http://api.mongodb.org/python/current/api/pymongo/index.html#pymongo.read_preferences.ReadPreference] for available options.






	
secondaries

	The secondary members known to this client.

A sequence of (host, port) pairs.






	
secondary_acceptable_latency_ms

	Any replica-set member whose ping time is within
secondary_acceptable_latency_ms of the nearest member may accept
reads. Defaults to 15 milliseconds.

See ReadPreference [http://api.mongodb.org/python/current/api/pymongo/index.html#pymongo.read_preferences.ReadPreference].


Note

secondary_acceptable_latency_ms is ignored when talking to a
replica set through a mongos. The equivalent is the localThreshold [http://docs.mongodb.org/manual/reference/mongos/#cmdoption-mongos–localThreshold] command
line option.








	
seeds

	The seed list used to connect to this replica set.

A sequence of (host, port) pairs.






	
tag_sets

	Set tag_sets to a list of dictionaries like [{‘dc’: ‘ny’}] to
read only from members whose dc tag has the value "ny".
To specify a priority-order for tag sets, provide a list of
tag sets: [{'dc': 'ny'}, {'dc': 'la'}, {}]. A final, empty tag
set, {}, means “read from any member that matches the mode,
ignoring tags.” ReplicaSetConnection tries each set of tags in turn
until it finds a set of tags with at least one matching member.



See also

Data-Center Awareness [http://www.mongodb.org/display/DOCS/Data+Center+Awareness]











	
tz_aware

	Does this client return timezone-aware datetimes?






	
write_concern

	The default write concern for this instance.

Supports dict style access for getting/setting write concern
options. Valid options include:


	w: (integer or string) If this is a replica set, write operations
will block until they have been replicated to the specified number
or tagged set of servers. w=<int> always includes the replica set
primary (e.g. w=3 means write to the primary and wait until
replicated to two secondaries). Setting w=0 disables write
acknowledgement and all other write concern options.

	wtimeout: (integer) Used in conjunction with w. Specify a value
in milliseconds to control how long to wait for write propagation
to complete. If replication does not complete in the given
timeframe, a timeout exception is raised.

	j: If True block until write operations have been committed
to the journal. Ignored if the server is running without journaling.

	fsync: If True force the database to fsync all files before
returning. When used with j the server awaits the next group
commit before returning.



>>> m = pymongo.MongoClient()
>>> m.write_concern
{}
>>> m.write_concern = {'w': 2, 'wtimeout': 1000}
>>> m.write_concern
{'wtimeout': 1000, 'w': 2}
>>> m.write_concern['j'] = True
>>> m.write_concern
{'wtimeout': 1000, 'j': True, 'w': 2}
>>> m.write_concern = {'j': True}
>>> m.write_concern
{'j': True}
>>> # Disable write acknowledgement and write concern
...
>>> m.write_concern['w'] = 0






Note

Accessing write_concern returns its value
(a subclass of dict), not a copy.
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MotorDatabase


	
class motor.MotorDatabase(connection, name)

	
	
db[collection_name] || db.collection_name

	Get the collection_name MotorCollection of
MotorDatabase db.

Raises InvalidName if an invalid collection name is used.






	
add_son_manipulator(manipulator)

	Add a new son manipulator to this database.

Newly added manipulators will be applied before existing ones.





	Parameters :	
	manipulator: the manipulator to add














	
add_user(name, password=None, read_only=None, callback=None, **kwargs)

	Create user name with password password.

Add a new user with permissions for this Database.


Note

Will change the password if user name already exists.







	Parameters :	
	name: the name of the user to create

	password (optional): the password of the user to create. Can not
be used with the userSource argument.

	read_only (optional): if True the user will be read only

	callback (optional): function taking (result, error), executed when operation completes

	**kwargs (optional): optional fields for the user document
(e.g. userSource, otherDBRoles, or roles). See
http://docs.mongodb.org/manual/reference/privilege-documents
for more information.










Note

The use of optional keyword arguments like userSource,
otherDBRoles, or roles requires MongoDB >= 2.4.0



If a callback is passed, returns None, else returns a Future.






	
authenticate(name, password=None, source=None, mechanism='MONGODB-CR', callback=None)

	Authenticate to use this database.

Raises TypeError if either name or password is not
an instance of basestring (str in python 3).
Authentication lasts for the life of the underlying client
instance, or until logout() is called.

The “admin” database is special. Authenticating on “admin”
gives access to all databases. Effectively, “admin” access
means root access to the database.


Note


This method authenticates the current connection, and
will also cause all new socket connections
in the underlying client instance to be authenticated automatically.



	Authenticating more than once on the same database with different
credentials is not supported. You must call logout() before
authenticating with new credentials.

	When sharing a client instance between multiple threads, all
threads will share the authentication. If you need different
authentication profiles for different purposes you must use
distinct client instances.

	To get authentication to apply immediately to all
existing sockets you may need to reset this client instance’s
sockets using disconnect() [http://api.mongodb.org/python/current/api/pymongo/mongo_client.html#pymongo.mongo_client.MongoClient.disconnect].









	Parameters :	
	name: the name of the user to authenticate.

	password (optional): the password of the user to authenticate.
Not used with GSSAPI authentication.

	source (optional): the database to authenticate on. If not
specified the current database is used.

	mechanism (optional): See
MECHANISMS [http://api.mongodb.org/python/current/api/pymongo/database.html#pymongo.auth.MECHANISMS] for options.
Defaults to MONGODB-CR (MongoDB Challenge Response protocol)

	callback (optional): function taking (result, error), executed when operation completes










See general MongoDB documentation

[bookmark: motor.MotorDatabase.authenticate]authenticate [http://dochub.mongodb.org/core/authenticate]



If a callback is passed, returns None, else returns a Future.






	
collection_names(callback=None)

	Get a list of all the collection names in this database.





	Parameters :	
	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
command(command, value=1, check=True, allowable_errors=[], uuid_subtype=3, callback=None, **kwargs)

	Issue a MongoDB command.

Send command command to the database and return the
response. If command is an instance of basestring
(str in python 3) then the command {command: value}
will be sent. Otherwise, command must be an instance of
dict and will be sent as is.

Any additional keyword arguments will be added to the final
command document before it is sent.

For example, a command like {buildinfo: 1} can be sent
using:

>>> db.command("buildinfo")





For a command where the value matters, like {collstats:
collection_name} we can do:

>>> db.command("collstats", collection_name)





For commands that take additional arguments we can use
kwargs. So {filemd5: object_id, root: file_root} becomes:

>>> db.command("filemd5", object_id, root=file_root)









	Parameters :	
	command: document representing the command to be issued,
or the name of the command (for simple commands only).


Note

the order of keys in the command document is
significant (the “verb” must come first), so commands
which require multiple keys (e.g. findandmodify)
should use an instance of SON [http://api.mongodb.org/python/current/api/bson/son.html#bson.son.SON] or
a string and kwargs instead of a Python dict.





	value (optional): value to use for the command verb when
command is passed as a string



	check (optional): check the response for errors, raising
OperationFailure if there are any



	allowable_errors: if check is True, error messages
in this list will be ignored by error-checking



	uuid_subtype (optional): The BSON binary subtype to use
for a UUID used in this command.



	read_preference: The read preference for this connection.
See ReadPreference [http://api.mongodb.org/python/current/api/pymongo/index.html#pymongo.read_preferences.ReadPreference] for available
options.



	tag_sets: Read from replica-set members with these tags.
To specify a priority-order for tag sets, provide a list of
tag sets: [{'dc': 'ny'}, {'dc': 'la'}, {}]. A final, empty tag
set, {}, means “read from any member that matches the mode,
ignoring tags.” ReplicaSetConnection tries each set of tags in turn
until it finds a set of tags with at least one matching member.



	secondary_acceptable_latency_ms: Any replica-set member whose
ping time is within secondary_acceptable_latency_ms of the nearest
member may accept reads. Default 15 milliseconds.
Ignored by mongos and must be configured on the command line.
See the localThreshold [http://docs.mongodb.org/manual/reference/mongos/#cmdoption-mongos–localThreshold] option for more information.



	callback (optional): function taking (result, error), executed when operation completes



	**kwargs (optional): additional keyword arguments will
be added to the command document before it is sent












See general MongoDB documentation

[bookmark: motor.MotorDatabase.command]commands [http://dochub.mongodb.org/core/commands]



If a callback is passed, returns None, else returns a Future.






	
create_collection(name, callback=None, **kwargs)

	Create a new Collection [http://api.mongodb.org/python/current/api/pymongo/collection.html#pymongo.collection.Collection] in this
database.

Normally collection creation is automatic. This method should
only be used to specify options on
creation. CollectionInvalid will be
raised if the collection already exists.

Options should be passed as keyword arguments to this
method. Any of the following options are valid:



	“size”: desired initial size for the collection (in
bytes). For capped collections this size is the max
size of the collection.

	“capped”: if True, this is a capped collection

	“max”: maximum number of objects if capped (optional)










	Parameters :	
	name: the name of the collection to create

	callback (optional): function taking (result, error), executed when operation completes

	**kwargs (optional): additional keyword arguments will
be passed as options for the create collection command









If a callback is passed, returns None, else returns a Future.






	
current_op(include_all=False, callback=None)

	Get information on operations currently running.





	Parameters :	
	include_all (optional): if True also list currently
idle operations in the result

	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
dereference(dbref, callback=None)

	Dereference a DBRef [http://api.mongodb.org/python/current/api/bson/dbref.html#bson.dbref.DBRef], getting the
document it points to.

Raises TypeError if dbref is not an instance of
DBRef [http://api.mongodb.org/python/current/api/bson/dbref.html#bson.dbref.DBRef]. Returns a document, or None if
the reference does not point to a valid document.  Raises
ValueError if dbref has a database specified that
is different from the current database.





	Parameters :	
	dbref: the reference

	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
drop_collection(name_or_collection, callback=None)

	Drop a collection.





	Parameters :	
	name_or_collection: the name of a collection to drop or the
collection object itself

	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
error(callback=None)

	Get a database error if one occured on the last operation.

Return None if the last operation was error-free. Otherwise return the
error that occurred.





	Parameters :	
	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
eval(code, callback=None, *args)

	Evaluate a JavaScript expression in MongoDB.

Useful if you need to touch a lot of data lightly; in such a
scenario the network transfer of the data could be a
bottleneck. The code argument must be a JavaScript
function. Additional positional arguments will be passed to
that function when it is run on the server.

Raises TypeError if code is not an instance of
basestring (str in python 3) or Code.
Raises OperationFailure if the eval
fails. Returns the result of the evaluation.





	Parameters :	
	code: string representation of JavaScript code to be
evaluated

	args (optional): additional positional arguments are
passed to the code being evaluated

	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
last_status(callback=None)

	Get status information from the last operation.

Returns a SON object with status information.





	Parameters :	
	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
logout(callback=None)

	Deauthorize use of this database for this client instance.


Note

Other databases may still be authenticated, and other
existing socket connections may remain
authenticated for this database unless you reset all sockets
with disconnect() [http://api.mongodb.org/python/current/api/pymongo/mongo_client.html#pymongo.mongo_client.MongoClient.disconnect].







	Parameters :	
	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
previous_error(callback=None)

	Get the most recent error to have occurred on this database.

Only returns errors that have occurred since the last call to
Database.reset_error_history. Returns None if no such errors have
occurred.





	Parameters :	
	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
profiling_info(callback=None)

	Returns a list containing current profiling information.


See general MongoDB documentation

[bookmark: motor.MotorDatabase.profiling_info]profiling [http://dochub.mongodb.org/core/profiling]







	Parameters :	
	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
profiling_level(callback=None)

	Get the database’s current profiling level.

Returns one of (OFF [http://api.mongodb.org/python/current/api/pymongo/database.html#pymongo.OFF],
SLOW_ONLY [http://api.mongodb.org/python/current/api/pymongo/database.html#pymongo.SLOW_ONLY], ALL [http://api.mongodb.org/python/current/api/pymongo/database.html#pymongo.ALL]).


See general MongoDB documentation

[bookmark: motor.MotorDatabase.profiling_level]profiling [http://dochub.mongodb.org/core/profiling]







	Parameters :	
	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
remove_user(name, callback=None)

	Remove user name from this Database.

User name will no longer have permissions to access this
Database.





	Parameters :	
	name: the name of the user to remove

	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
reset_error_history(callback=None)

	Reset the error history of this database.

Calls to Database.previous_error will only return errors that have
occurred since the most recent call to this method.





	Parameters :	
	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
set_profiling_level(level, slow_ms=None, callback=None)

	Set the database’s profiling level.





	Parameters :	
	level: Specifies a profiling level, see list of possible values
below.

	slow_ms: Optionally modify the threshold for the profile to
consider a query or operation.  Even if the profiler is off queries
slower than the slow_ms level will get written to the logs.

	callback (optional): function taking (result, error), executed when operation completes









Possible level values:







	Level
	Setting




	OFF [http://api.mongodb.org/python/current/api/pymongo/database.html#pymongo.OFF]
	Off. No profiling.


	SLOW_ONLY [http://api.mongodb.org/python/current/api/pymongo/database.html#pymongo.SLOW_ONLY]
	On. Only includes slow operations.


	ALL [http://api.mongodb.org/python/current/api/pymongo/database.html#pymongo.ALL]
	On. Includes all operations.





Raises ValueError if level is not one of
(OFF [http://api.mongodb.org/python/current/api/pymongo/database.html#pymongo.OFF], SLOW_ONLY [http://api.mongodb.org/python/current/api/pymongo/database.html#pymongo.SLOW_ONLY],
ALL [http://api.mongodb.org/python/current/api/pymongo/database.html#pymongo.ALL]).


See general MongoDB documentation

[bookmark: motor.MotorDatabase.set_profiling_level]profiling [http://dochub.mongodb.org/core/profiling]



If a callback is passed, returns None, else returns a Future.






	
validate_collection(name_or_collection, scandata=False, full=False, callback=None)

	Validate a collection.

Returns a dict of validation info. Raises CollectionInvalid if
validation fails.

With MongoDB < 1.9 the result dict will include a result key
with a string value that represents the validation results. With
MongoDB >= 1.9 the result key no longer exists and the results
are split into individual fields in the result dict.





	Parameters :	
	name_or_collection: A Collection object or the name of a
collection to validate.

	scandata: Do extra checks beyond checking the overall
structure of the collection.

	full: Have the server do a more thorough scan of the
collection. Use with scandata for a thorough scan
of the structure of the collection and the individual
documents. Ignored in MongoDB versions before 1.9.

	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
incoming_copying_manipulators

	List all incoming SON copying manipulators
installed on this instance.






	
incoming_manipulators

	List all incoming SON manipulators
installed on this instance.






	
name

	The name of this Database.






	
outgoing_copying_manipulators

	List all outgoing SON copying manipulators
installed on this instance.






	
outgoing_manipulators

	List all outgoing SON manipulators
installed on this instance.






	
read_preference

	The read preference mode for this instance.

See ReadPreference [http://api.mongodb.org/python/current/api/pymongo/index.html#pymongo.read_preferences.ReadPreference] for available options.






	
secondary_acceptable_latency_ms

	Any replica-set member whose ping time is within
secondary_acceptable_latency_ms of the nearest member may accept
reads. Defaults to 15 milliseconds.

See ReadPreference [http://api.mongodb.org/python/current/api/pymongo/index.html#pymongo.read_preferences.ReadPreference].


Note

secondary_acceptable_latency_ms is ignored when talking to a
replica set through a mongos. The equivalent is the localThreshold [http://docs.mongodb.org/manual/reference/mongos/#cmdoption-mongos–localThreshold] command
line option.








	
tag_sets

	Set tag_sets to a list of dictionaries like [{‘dc’: ‘ny’}] to
read only from members whose dc tag has the value "ny".
To specify a priority-order for tag sets, provide a list of
tag sets: [{'dc': 'ny'}, {'dc': 'la'}, {}]. A final, empty tag
set, {}, means “read from any member that matches the mode,
ignoring tags.” ReplicaSetConnection tries each set of tags in turn
until it finds a set of tags with at least one matching member.



See also

Data-Center Awareness [http://www.mongodb.org/display/DOCS/Data+Center+Awareness]











	
write_concern

	The default write concern for this instance.

Supports dict style access for getting/setting write concern
options. Valid options include:


	w: (integer or string) If this is a replica set, write operations
will block until they have been replicated to the specified number
or tagged set of servers. w=<int> always includes the replica set
primary (e.g. w=3 means write to the primary and wait until
replicated to two secondaries). Setting w=0 disables write
acknowledgement and all other write concern options.

	wtimeout: (integer) Used in conjunction with w. Specify a value
in milliseconds to control how long to wait for write propagation
to complete. If replication does not complete in the given
timeframe, a timeout exception is raised.

	j: If True block until write operations have been committed
to the journal. Ignored if the server is running without journaling.

	fsync: If True force the database to fsync all files before
returning. When used with j the server awaits the next group
commit before returning.



>>> m = pymongo.MongoClient()
>>> m.write_concern
{}
>>> m.write_concern = {'w': 2, 'wtimeout': 1000}
>>> m.write_concern
{'wtimeout': 1000, 'w': 2}
>>> m.write_concern['j'] = True
>>> m.write_concern
{'wtimeout': 1000, 'j': True, 'w': 2}
>>> m.write_concern = {'j': True}
>>> m.write_concern
{'j': True}
>>> # Disable write acknowledgement and write concern
...
>>> m.write_concern['w'] = 0






Note

Accessing write_concern returns its value
(a subclass of dict), not a copy.
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MotorCollection


	
class motor.MotorCollection(database, name=None, *args, **kwargs)

	
	
c[name] || c.name

	Get the name sub-collection of MotorCollection c.

Raises InvalidName if an invalid
collection name is used.






	
database

	



The MotorDatabase that this
MotorCollection is a part of.


	
aggregate(pipeline, callback=None)

	Perform an aggregation using the aggregation framework on this
collection.

With MongoReplicaSetClient [http://api.mongodb.org/python/current/api/pymongo/mongo_replica_set_client.html#pymongo.mongo_replica_set_client.MongoReplicaSetClient]
or MasterSlaveConnection [http://api.mongodb.org/python/current/api/pymongo/master_slave_connection.html#pymongo.master_slave_connection.MasterSlaveConnection],
if the read_preference attribute of this instance is not set to
pymongo.read_preferences.ReadPreference.PRIMARY or the
(deprecated) slave_okay attribute of this instance is set to True
the aggregate command [http://docs.mongodb.org/manual/applications/aggregation] will be sent to a secondary or slave.





	Parameters :	
	pipeline: a single command or list of aggregation commands

	callback (optional): function taking (result, error), executed when operation completes










Note

Requires server version >= 2.1.0



If a callback is passed, returns None, else returns a Future.






	
count(callback=None)

	Get the number of documents in this collection.

To get the number of documents matching a specific query use
pymongo.cursor.Cursor.count() [http://api.mongodb.org/python/current/api/pymongo/cursor.html#pymongo.cursor.Cursor.count].





	Parameters :	
	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
create_index(key_or_list, cache_for=300, callback=None, **kwargs)

	Creates an index on this collection.

Takes either a single key or a list of (key, direction) pairs.
The key(s) must be an instance of basestring
(str in python 3), and the directions must be one of
(ASCENDING [http://api.mongodb.org/python/current/api/pymongo/collection.html#pymongo.ASCENDING], DESCENDING [http://api.mongodb.org/python/current/api/pymongo/collection.html#pymongo.DESCENDING],
GEO2D [http://api.mongodb.org/python/current/api/pymongo/collection.html#pymongo.GEO2D]). Returns the name of the created index.

To create a single key index on the key 'mike' we just use
a string argument:

>>> my_collection.create_index("mike")





For a compound index on 'mike' descending and 'eliot'
ascending we need to use a list of tuples:

>>> my_collection.create_index([("mike", pymongo.DESCENDING),
...                             ("eliot", pymongo.ASCENDING)])





All optional index creation parameters should be passed as
keyword arguments to this method. Valid options include:



	name: custom name to use for this index - if none is
given, a name will be generated

	unique: should this index guarantee uniqueness?

	dropDups or drop_dups: should we drop duplicates

	background: if this index should be created in the
background

	bucketSize or bucket_size: for use with geoHaystack indexes.
Number of documents to group together within a certain proximity
to a given longitude and latitude.

	min: minimum value for keys in a GEO2D [http://api.mongodb.org/python/current/api/pymongo/collection.html#pymongo.GEO2D]
index

	max: maximum value for keys in a GEO2D [http://api.mongodb.org/python/current/api/pymongo/collection.html#pymongo.GEO2D]
index

	expireAfterSeconds: <int> Used to create an expiring (TTL)
collection. MongoDB will automatically delete documents from
this collection after <int> seconds. The indexed field must
be a UTC datetime or the data will not expire.







Note

expireAfterSeconds requires server version >= 2.1.2







	Parameters :	
	key_or_list: a single key or a list of (key, direction)
pairs specifying the index to create

	cache_for (optional): time window (in seconds) during which
this index will be recognized by subsequent calls to
ensure_index() - see documentation for
ensure_index() for details

	callback (optional): function taking (result, error), executed when operation completes

	**kwargs (optional): any additional index creation
options (see the above list) should be passed as keyword
arguments

	ttl (deprecated): Use cache_for instead.










See also

ensure_index()




See general MongoDB documentation

[bookmark: motor.MotorCollection.create_index]indexes [http://dochub.mongodb.org/core/indexes]



If a callback is passed, returns None, else returns a Future.






	
distinct(key, callback=None)

	Get a list of distinct values for key among all documents
in this collection.

Raises TypeError if key is not an instance of
basestring (str in python 3).

To get the distinct values for a key in the result set of a
query use distinct() [http://api.mongodb.org/python/current/api/pymongo/cursor.html#pymongo.cursor.Cursor.distinct].





	Parameters :	
	key: name of key for which we want to get the distinct values

	callback (optional): function taking (result, error), executed when operation completes










Note

Requires server version >= 1.1.0



If a callback is passed, returns None, else returns a Future.






	
drop(callback=None)

	Alias for drop_collection() [http://api.mongodb.org/python/current/api/pymongo/database.html#pymongo.database.Database.drop_collection].

The following two calls are equivalent:

>>> db.foo.drop()
>>> db.drop_collection("foo")









	Parameters :	
	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
drop_index(index_or_name, callback=None)

	Drops the specified index on this collection.

Can be used on non-existant collections or collections with no
indexes.  Raises OperationFailure on an error. index_or_name
can be either an index name (as returned by create_index),
or an index specifier (as passed to create_index). An index
specifier should be a list of (key, direction) pairs. Raises
TypeError if index is not an instance of (str, unicode, list).


Warning

if a custom name was used on index creation (by
passing the name parameter to create_index() or
ensure_index()) the index must be dropped by name.







	Parameters :	
	index_or_name: index (or name of index) to drop

	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
drop_indexes(callback=None)

	Drops all indexes on this collection.

Can be used on non-existant collections or collections with no indexes.
Raises OperationFailure on an error.





	Parameters :	
	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
ensure_index(key_or_list, cache_for=300, callback=None, **kwargs)

	Ensures that an index exists on this collection.

Takes either a single key or a list of (key, direction) pairs.
The key(s) must be an instance of basestring
(str in python 3), and the direction(s) must be one of
(ASCENDING [http://api.mongodb.org/python/current/api/pymongo/collection.html#pymongo.ASCENDING], DESCENDING [http://api.mongodb.org/python/current/api/pymongo/collection.html#pymongo.DESCENDING],
GEO2D [http://api.mongodb.org/python/current/api/pymongo/collection.html#pymongo.GEO2D]). See create_index() for a detailed
example.

Unlike create_index(), which attempts to create an index
unconditionally, ensure_index() takes advantage of some
caching within the driver such that it only attempts to create
indexes that might not already exist. When an index is created
(or ensured) by PyMongo it is “remembered” for cache_for
seconds. Repeated calls to ensure_index() within that
time limit will be lightweight - they will not attempt to
actually create the index.

Care must be taken when the database is being accessed through
multiple clients at once. If an index is created using
this client and deleted using another, any call to
ensure_index() within the cache window will fail to
re-create the missing index.

Returns the name of the created index if an index is actually
created. Returns None if the index already exists.

All optional index creation parameters should be passed as
keyword arguments to this method. Valid options include:



	name: custom name to use for this index - if none is
given, a name will be generated

	unique: should this index guarantee uniqueness?

	dropDups or drop_dups: should we drop duplicates
during index creation when creating a unique index?

	background: if this index should be created in the
background

	bucketSize or bucket_size: for use with geoHaystack indexes.
Number of documents to group together within a certain proximity
to a given longitude and latitude.

	min: minimum value for keys in a GEO2D [http://api.mongodb.org/python/current/api/pymongo/collection.html#pymongo.GEO2D]
index

	max: maximum value for keys in a GEO2D [http://api.mongodb.org/python/current/api/pymongo/collection.html#pymongo.GEO2D]
index

	expireAfterSeconds: <int> Used to create an expiring (TTL)
collection. MongoDB will automatically delete documents from
this collection after <int> seconds. The indexed field must
be a UTC datetime or the data will not expire.







Note

expireAfterSeconds requires server version >= 2.1.2







	Parameters :	
	key_or_list: a single key or a list of (key, direction)
pairs specifying the index to create

	cache_for (optional): time window (in seconds) during which
this index will be recognized by subsequent calls to
ensure_index()

	callback (optional): function taking (result, error), executed when operation completes

	**kwargs (optional): any additional index creation
options (see the above list) should be passed as keyword
arguments

	ttl (deprecated): Use cache_for instead.










See also

create_index()



If a callback is passed, returns None, else returns a Future.






	
find(*args, **kwargs)

	Create a MotorCursor. Same parameters as for
PyMongo’s find [http://api.mongodb.org/python/current/api/pymongo/collection.html#pymongo.collection.Collection.find].

Note that find() does not take a callback parameter, nor does
it return a Future, because find() merely creates a
MotorCursor without performing any operations on the server.
MotorCursor methods such as to_list() or
count() perform actual operations.






	
find_and_modify(query={}, update=None, upsert=False, sort=None, full_response=False, callback=None, **kwargs)

	Update and return an object.

This is a thin wrapper around the findAndModify [http://dochub.mongodb.org/core/findAndModify] command. The
positional arguments are designed to match the first three arguments
to update() however most options should be passed as named
parameters. Either update or remove arguments are required, all
others are optional.

Returns either the object before or after modification based on new
parameter. If no objects match the query and upsert is false,
returns None. If upserting and new is false, returns {}.

If the full_response parameter is True, the return value will be
the entire response object from the server, including the ‘ok’ and
‘lastErrorObject’ fields, rather than just the modified object.
This is useful mainly because the ‘lastErrorObject’ document holds 
information about the command’s execution.





	Parameters :	
	query: filter for the update (default {})

	update: see second argument to update() (no default)

	upsert: insert if object doesn’t exist (default False)

	sort: a list of (key, direction) pairs specifying the sort
order for this query. See sort() [http://api.mongodb.org/python/current/api/pymongo/cursor.html#pymongo.cursor.Cursor.sort]
for details.

	full_response: return the entire response object from the
server (default False)

	remove: remove rather than updating (default False)

	new: return updated rather than original object
(default False)

	fields: see second argument to find() (default all)

	callback (optional): function taking (result, error), executed when operation completes

	**kwargs: any other options the findAndModify [http://dochub.mongodb.org/core/findAndModify] command
supports can be passed here.










See general MongoDB documentation

[bookmark: motor.MotorCollection.find_and_modify]findAndModify [http://dochub.mongodb.org/core/findAndModify]




Note

Requires server version >= 1.3.0



If a callback is passed, returns None, else returns a Future.






	
find_one(spec_or_id=None, callback=None, *args, **kwargs)

	Get a single document from the database.

All arguments to find() are also valid arguments for
find_one(), although any limit argument will be
ignored. Returns a single document, or None if no matching
document is found.





	Parameters :	
	spec_or_id (optional): a dictionary specifying
the query to be performed OR any other type to be used as
the value for a query for "_id".

	callback (optional): function taking (result, error), executed when operation completes

	*args (optional): any additional positional arguments
are the same as the arguments to find().

	**kwargs (optional): any additional keyword arguments
are the same as the arguments to find().









If a callback is passed, returns None, else returns a Future.






	
group(key, condition, initial, reduce, finalize=None, callback=None)

	Perform a query similar to an SQL group by operation.

Returns an array of grouped items.

The key parameter can be:



	None to use the entire document as a key.

	A list of keys (each a basestring
(str in python 3)) to group by.

	A basestring (str in python 3), or
Code [http://api.mongodb.org/python/current/api/bson/code.html#bson.code.Code] instance containing a JavaScript
function to be applied to each document, returning the key
to group by.






With MongoReplicaSetClient [http://api.mongodb.org/python/current/api/pymongo/mongo_replica_set_client.html#pymongo.mongo_replica_set_client.MongoReplicaSetClient]
or MasterSlaveConnection [http://api.mongodb.org/python/current/api/pymongo/master_slave_connection.html#pymongo.master_slave_connection.MasterSlaveConnection],
if the read_preference attribute of this instance is not set to
pymongo.read_preferences.ReadPreference.PRIMARY or
pymongo.read_preferences.ReadPreference.PRIMARY_PREFERRED, or
the (deprecated) slave_okay attribute of this instance is set to
True, the group command will be sent to a secondary or slave.





	Parameters :	
	key: fields to group by (see above description)

	condition: specification of rows to be
considered (as a find() query specification)

	initial: initial value of the aggregation counter object

	reduce: aggregation function as a JavaScript string

	finalize: function to be called on each object in output list.

	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
index_information(callback=None)

	Get information on this collection’s indexes.

Returns a dictionary where the keys are index names (as
returned by create_index()) and the values are dictionaries
containing information about each index. The dictionary is
guaranteed to contain at least a single key, "key" which
is a list of (key, direction) pairs specifying the index (as
passed to create_index()). It will also contain any other
information in system.indexes, except for the "ns" and
"name" keys, which are cleaned. Example output might look
like this:

>>> db.test.ensure_index("x", unique=True)
u'x_1'
>>> db.test.index_information()
{u'_id_': {u'key': [(u'_id', 1)]},
 u'x_1': {u'unique': True, u'key': [(u'x', 1)]}}









	Parameters :	
	callback (optional): function taking (result, error), executed when operation completes









If a callback is passed, returns None, else returns a Future.






	
inline_map_reduce(map, reduce, full_response=False, callback=None, **kwargs)

	Perform an inline map/reduce operation on this collection.

Perform the map/reduce operation on the server in RAM. A result
collection is not created. The result set is returned as a list
of documents.

If full_response is False (default) returns the
result documents in a list. Otherwise, returns the full
response from the server to the map reduce command [http://www.mongodb.org/display/DOCS/MapReduce].

With MongoReplicaSetClient [http://api.mongodb.org/python/current/api/pymongo/mongo_replica_set_client.html#pymongo.mongo_replica_set_client.MongoReplicaSetClient]
or MasterSlaveConnection [http://api.mongodb.org/python/current/api/pymongo/master_slave_connection.html#pymongo.master_slave_connection.MasterSlaveConnection],
if the read_preference attribute of this instance is not set to
pymongo.read_preferences.ReadPreference.PRIMARY or
pymongo.read_preferences.ReadPreference.PRIMARY_PREFERRED, or
the (deprecated) slave_okay attribute of this instance is set to
True, the inline map reduce will be run on a secondary or slave.





	Parameters :	
	map: map function (as a JavaScript string)
